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Abstract: Cloud computing is becoming increasingly popular for its high availability, economic viability and scalability. Numerous
researchers and scientists are focusing on devising revolutionary techniques to take cloud computing to the next level. Major
area of interest has been service provisioning where by several hypotheses have been put forward, tested and implemented by
service providers. In this paper we have discuss provision strategies in both reserved and on-demand resources. The strategy for
uses large instances for the on-demand resources, to reduce performance unpredictability and uses a mix of on-demand
instance types to reduce cost, including smaller instances that experience interference from external load. We also discussed

cloud computing basic things.
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I. INTRODUCTION

Cloud computing is at the centre of a switch from in-house
generated computing power into utility-supplied computing
resources delivered over the Internet, typically as Web
services. Cloud computing has borrowed terms and concepts
from other computing paradigms, the definition of cloud
computing is also “cloudy” as it has been defined differently
by different industry experts and researchers alike. Larry
Ellison founder of Oracle says “we’ve defined cloud
computing to include everything that we already do... I don’t
understand what we would do differently in the light of cloud
computing other than change the wording of some of ours
ads” [1]. The Gartner consulting propose a definition as
follows “A style of computing where scalable and elastic IT-
related capabilities are provided as-a-service using Internet
technologies to multiple external customers” [2]. The
National Institute of Standards and Technology (NIST)
defines cloud computing as “ a model for enabling
convenient, on demand network access to a shared pool of
configurable computing resources (e.g., network, servers,
storage, applications and services) that can be rapidly
provisioned and released with minimal management effort or
service provider interaction. This cloud model promotes
availability and is composed of five essential characteristics
and three service models and four deployment models” [3].
The European Network and Information Security Agency
(ENISA) has defined cloud computing as “on-demand service
model for IT provision, often based on virtualization and
distributed computing technologies” [4]. Cloud computing is
“a type of parallel and distributed system consisting of
collection of interconnected and virtualized computers that
are dynamically provisioned and present as one or more
unified computing resource based on service-level
agreements established through negotiation between service
provider and customer”. Another common academic
definition defines cloud computing as “a set of network
enabled services, providing scalable, QoS guaranteed,
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normally personalized, inexpensive computing platforms on
demand, which could be accessed in a simple and pervasive
way” [5]. These resources can be dynamically reconFig.d to
adjust a variable load (scale), allowing also for an optimum
resource utilization. This pool of resources is typically
exploited by a pay-per-use model in which guarantees are
offered by the infrastructure provider by means of customized
SLAs”. These different definitions show the varied
understanding of what cloud computing is from the different
perspectives of different stakeholders such as; academicians,
architects, consumers, developers, engineers and managers.
After a thorough review of existing cloud computing
definitions and the computing paradigms from which cloud
computing borrows terms and concepts, in this dissertation
we define cloud computing as a new computing paradigm,
that involves the outsourcing of data and/or computing
resources with capabilities for expandable resource
scalability, on demand provisioning of computing resources
with little or no upfront costs. However, organizational and
institutional need for better value for money from their IT
investments is the key factor driving cloud computing. The
following sub-section highlights the essential and common
characteristics of cloud computing paradigm.

Characteristics

Cloud computing has a number of characteristics that
distinguishes it from other computing paradigms. These
characteristics can be categorized as essential characteristics
and common characteristic. The NIST has identified five
essential characteristics [2] and eight common characteristics
of cloud computing [3].The essential characteristics are:

e On Demand Self-Service: allows for provisioning of
computing resources automatically as needed

e Broad Network Access: access to cloud resources is over
the network using standard mechanisms provided
through thin or thick clients in a heterogeneous manner.
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For example through Smartphone’s, mobile phones and
laptop computers

e Resource Pooling: the vendors’ resources are capable of
being pooled to serve multiple clients using a multi-
tenant model, with different physical and virtual
resources in a dynamic way. The pooling and assigning
of resources is done based on the changing needs of
clients or consumers. Example of resources include;
computation capabilities, storage and memory

e Rapid Elasticity: allows for rapid capability
provisioning, for quick scaling out and scaling in of
capabilities. The capability available for provisioning to
the client seems to be unlimited and that it can be
purchased as demanded

e Measured Service: allows monitoring, control and
reporting of usage. It also allows for transparent between
the provider and the client

Service/delivery models

There are three common service models for offering cloud
computing services. These models are Software-as-a-Service
(SaaS), Platform-as-a-Service (PaaS) and Infrastructures- a-
Service (laaS) [6].

Software-as-a-Service is the organization outsources
everything by renting remotely accessed services via the
Internet. The client uses the provider’s applications or
software through different client devices via a thin client
interface such as a web browser [6]. However, in this delivery
model the client does not have control or manage the
infrastructure through which the applications are running.
Examples of SaaS providers are salesforce.com, Net suite and
Oracle CRM on Demand.

Platform-as-a-Service rents dedicated resources to a client.
In this offering the client has the ability to deploy on the
cloud his/her own created applications or software using
programming languages and tools supported by the provider.
This model offers some control to the user which is related to
the deployed applications but not to the cloud infrastructure
[6]1[3]. Examples of Paas services are Google Application
Engine, force.com and cloud 9 Analytics.

The third delivery model for cloud computing is
Infrastructure-as-a-Service (laaS). In this service model
dedicated resources are offered to a single tenant or client and
do not allow sharing of dedicated resources to unknown third
parties. The model provides the customer with ability to
deploy applications on the cloud infrastructure. The
applications may include operating systems and other
applications. However, the customer does not have control
over the infrastructure but may control the deployed
applications and operating systems, storage and selected
network components [3].

Deployment models

Public cloud in this deployment the cloud infrastructure is
accessible to general public and shared in a pay as you go
model of payment. The cloud resources are accessible via the
internet and the provider is responsible for ensuring the
economies of scale and the management of the shared
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infrastructure. In this model clients can choose security level
they need, and negotiate for service levels (SLA). The first
and most used type of this offering is the Amazon Web
Services EC2. Fig. 1 show the structural formation of a public
cloud. In this type of cloud, the organization does not access
or use the public cloud which is accessible to the general
public.

Public Cloud
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Figure 1: Public Cloud

Private cloud is another deployment model for cloud
services. In this model the cloud resources are not shared by
unknown third parties. The cloud resources in this model may
be located within the client organization premises or offsite.
In this model the client’s security and compliance
requirements are not affected though this offering does not
bring the benefits associated with reduced capital expenditure
in IT infrastructure investments. Fig. 2 shows the structural
formation of a private cloud. In this type of cloud the general
public does not have access to the private cloud neither does
the organization use the public cloud.
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Figure. 2: Private Cloud

Hybrid cloud as its name implies is a model of deployment
which combines different clouds for example the private and
public clouds. In this model the combined clouds retains their
identities but are bound together “by standardized or
proprietary technology” [6]. Fig. 3 shows the hybrid cloud
formation
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Figure 3: Hybrid Cloud

SOURCE OF PERCEIVED SECURITY THREATS

With the different security challenges, vulnerabilities and
threats facing cloud computing, fear raises in the potential
clients of cloud computing. This creates distrust as to cloud
computing from clients and hinders/slows down adoption of
cloud computing. In this section a brief dissection of some of
the sources of the perceived threats resulting into trepidation
is done. The most common threats [7][8] are described below:

Confidentiality: This raises questions such as how will
sensitive data stored in the cloud be? Will the cloud not leak
or compromise confidentiality of clients’ confidential data?
These questions and other of similar nature are linked to the
fear of loss of control over data stored in the cloud. Thus, this
calls for security mechanisms in the cloud environment which
will appeal to clients feelings related to confidentiality.

Integrity: This related to the clients need to be sure that, the
provider is performing the right kind of operation on data. It
also relates to the need for assurance that data stored or
processed in the cloud has not been tampered. This calls for
the need of integrity mechanisms which are transparent
without compromising security.

Availability: What happens if cloud service provider is
attacked? Will the customer loose business? What happens if
the provider files for bankruptcy? Or is acquired by a new
management? These questions relate to the issues of disaster
recovery and business continuity. This calls for cloud
computing service providers to have a mechanism which
assures clients of business continuity.

Privacy: What happens when provider performs data mining
on clients’ data? An example being Google mail (Gmail).
Will the results of the data mining on the clients’ data not be
revealed to a third party?

Increased attack surface: How does cloud respond to
phishing attacks? As communication is via the Internet, will
the attacks now be targeting the communication link?

Audit ability and forensics: how will data be audited? Who
will perform the audit? With data in the cloud, how can
forensic and e-discovery be performed? Who will be
responsible for forensic and e-discovery? The client or the
provider?
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Legal quagmire and transitive trust: is the customer or the
service provider responsible for compliance? What happens if
the service provider subcontracts? Should the customer trust
the subcontractor? Even though the fears are based on the
conventional computing environment, in order to be able to
build clients’ trust, these fears highlight the need for service
providers to adapt well known security mechanisms or
techniques. They also call for research and innovation in
security techniques and technologies in order to ensure that
cloud computing is secure and hence trustworthy.

Il. PROVISIONING STRATEGIES

The two main types of resource offerings in cloud systems are
reserved and on-demand resources. Reserved instances
require a high upfront capital investment, but have 2-3x lower
per-hour cost than on-demand resources, offer better service
availability (1-year minimum), and provide consistent
performance. On-demand resources are charged in a pay-as-
you-go manner, but incur spin-up overheads and experience
performance unpredictability due to interference from
external load. We ignore spot instances for the purpose of this
work, since they do not provide any availability guarantees.
The provisioning strategy must acquire the right type and
number of resources for a workload scenario. Ideally, a
provisioning strategy achieves three goals:

e High workload performance

e High resource utilization

provisioning)
e  Minimal provisioning and scheduling overheads.

(minimal  over

We initially study the three obvious provisioning strategies on
described in Table 1: a statically-provisioned strategy using
only reserved resources (SR); an on-demand strategy (OdF)
that only uses full servers (16 vCPU instances); and an on-
demand strategy (OdM) that uses instances of any size and

type.

Statically Reserved Resources (SR)

This strategy statically provisions reserved resources for a 1
year period, the shortest contract for reserved resources on
cloud systems such as EC2. Reserved resources require
significant capital investment upfront, although the per-hour
charge is 2-3x lower than for the corresponding on-demand
instances. Moreover, reserved resources are readily available
as jobs arrive, eliminating the overhead of spinning up new
VMs on-demand. Because SR only reserves large instances
(16 vCPU), there is limited interference from external load,
except potentially for some network interference. Because of
its static nature, SR must provision resources for the peak
requirements of each workload scenario, plus a small amount
of over provisioning. Over provisioning is needed because all
scenarios contain latency-critical jobs that experience tail
latency spikes when using nearly saturated resources [9,10].
Peak requirements can be easily estimated for mostly static
workload scenarios. For scenarios with load variability, static
provisioning results in acquiring a large number of resources
which remain underutilized for significant periods of time
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Dynamic On-Demand Resources (OdF, OdM)

We now examine two provisioning strategies that acquire
resources as they become necessary to accommodate the
incoming jobs of each workload scenario. In this case there is
no need for a large expenditure upfront, but the price of each
instance per hour is 2-3x higher compared to the
corresponding reserved resources. Moreover, each new
instance now incurs the overhead needed to spin up the new
VMs. This is typically 12-19 seconds for GCE, although the
95th percentile of the spin-up overhead is up to 2 minutes.
Smaller instances tend to incur higher spin-up overheads.
Because of spin-up overheads, these two strategies must also
decide how long they should retain the resources for after a
job completes. If, for example, a workload scenario has no or
little load variability, instances should be retained to amortize
the spin-up overhead. On the other hand, retaining instances
when load variability is high can result in underutilized
resources. It determine retention time by drawing from
related work on processor power management. The challenge
in that case is to determine when to switch to low power
modes that enable power savings but incur overheads to
revert to an active mode [11,12]. Given that the job inter-
arrival time in our scenarios is 1 second, we set the retention
time to 10x the spin-up overhead of an instance.

Table 1: Resource Provisioning Strategies

SR ODF ODM | HF HM
Reserved | Yes No No Yes Yes
Resources
On No Yes Yes Yes Yes
demand
Resources

On-demand Mixed (OdM) acquires on-demand resources of
any instance type, including smaller instances with 1-8
vCPUs. While OdM offers more flexibility, it introduces the
issue that performance unpredictability due to external
interference now becomes substantial. There are ways to
improve performance predictability in fully on-demand
provisioning strategies, e.g., by sampling multiple instances
for each required instance and only keeping the better-
behaved instances [100]. Although this approach addresses
the performance variability across instances, it is still prone to
temporal variation within a single instance. Additionally, it is
only beneficial for long-running jobs that can afford the
overhead of sampling multiple instances. Short jobs, such as
real-time analytics (100msec-10sec) cannot tolerate long
scheduling delays and must rely on the initial resource
assignment.

Hybrid Provisioning Strategies

Hybrid provisioning strategies that combine reserved and on-
demand resources have the potential to achieve the best of
both worlds. We design two hybrid strategies that use both
reserved and on-demand resources. The first strategy (HF)
only uses large instances for the on-demand resources, to
reduce performance unpredictability. The second strategy
(HM), uses a mix of on-demand instance types to reduce cost,
including smaller instances that experience interference from
external load. The retention time policy of on-demand
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resources is the same as for the purely on-demand strategies
OdF and OdM. The reserved resources in both cases are large
instances, as with the statically-provisioned strategy (SR). We
conFig. the number of reserved instances to accommaodate the
minimum steady state load, e.g., 600 cores for the low
variability scenario to avoid over provisioning of reserved
resources. For scenarios with low steady-state load but high
load variability the majority of resources will be on-demand.
Since HF uses large instances with limited performance
unpredictability for both reserved and on-demand resources,
it mostly uses on-demand instances to serve overflow load. In
contrast, with HM on-demand instances may be smaller and
can experience resource interference from external load.
Therefore, for hybrid strategies it is critical to determine
which jobs should be mapped to reserved versus on-demand
resources, based on their interference sensitivity and the
availability of reserved resources

The first strategy (HF) only uses large instances for the on-
demand resources, to reduce performance unpredictability.
The second strategy (HM), uses a mix of on-demand instance
types to reduce cost, including smaller instances that
experience interference from external load. The retention time
policy of on-demand resources is the same as for the purely
on-demand strategies OdF and OdM. The reserved resources
in both cases are large instances, as with the statically-
provisioned strategy (SR). We conFig. the number of
reserved instances to accommodate the minimum steady state
load, e.g., 600 cores for the low variability scenario to avoid
over provisioning of reserved resources. For scenarios with
low steady-state load but high load variability the majority of
resources will be on-demand. Since HF uses large instances
with limited performance unpredictability for both reserved
and on-demand resources, it mostly uses on-demand instances
to serve overflow load. In contrast, with HM on-demand
instances may be smaller and can experience resource
interference from external load. Therefore, for hybrid
strategies it is critical to determine which jobs should be
mapped to reserved versus on-demand resources, based on
their interference sensitivity and the availability of reserved
resources

Additional Provisioning Considerations

Spot instances: Spot instances consist of unallocated
resources that cloud providers make available to users
through a bidding interface. Spot instances do not have
availability guarantees, and may be terminated at any point in
time if the bidding price is lower than the market price for an
instance type. Incorporating spot instances in provisioning
strategies for non-critical tasks or jobs with very relaxed
performance requirements can further improve the system’s
cost-efficiency.

Reducing unpredictability: Resource partitioning (e.g., cache
or network bandwidth partitioning) has the potential to
improve isolation between instances sharing one or more
resources, thus reducing performance unpredictability in fully
on-demand provisioning strategies.

Data management: In our current infrastructure both
reserved and on-demand resources are in the same cluster.
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When reserved resources are deployed as a private facility,
the provisioning strategy must also consider how to minimize
and manage data transfers and replication across the private
and on-demand resources.

I11. CONCLUSIONS

In this paper discussed the different provisioning strategies
available on cloud providers today and showed their
advantages and pitfalls with respect to cost, performance
predictability and initialization overheads. We have also
discussed two new hybrid provisioning strategies, that use
both reserved and on-demand resources, and leverage the
information on resource preferences of incoming jobs and the
quality of previously obtained on-demand instances, to map
jobs to reserved versus on-demand resources. In additional,
Cloud computing definitions, models and services also we
have discussed.
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